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This deliverable presents the second Proof-of-Concept (PoC-2) set up in the HoviTron project to 

evaluate Holographic Vision for Immersive Tele-Robotic Operation.  

The HoviTron technology provides depth cues in Creal’s light-field Head-Mounted Display (HMD) with 

a software pan-tilt unit processing the data of a static sensor array, allowing the user to dynamically 

change the view perspective on the scene, both in translations as well as rotations. As a matter of fact, 

it uses a depth-based virtual view synthesis software pipeline, applying the principles of Section 4.1.4 

and Fig. 15 of D1.1, synthesizing any virtual view (monoscopic, stereoscopic and/or light field in Creal’s 

HMD) in real-time from a couple of cameras set up around the scene.  

The early deliverable D5.1 showed a setup based on the Unity engine and synthetic content, using 

perfect depth maps delivering an artefacts-free view synthesis rendering that was shown in D5.2 to 

reach excellent eye accommodation and user experience, as required for Holographic Vision bringing 

less work fatigue to the robot tele-operator.   

According to the (abstract) project timeline of Figure 1, and following the device numbers of Figure 2, 

the final Proof-of-Concept (PoC-3) shall run without the Unity engine (cf. Unity fade-out track at the 

bottom-left of Figure 1), but rather with the HoviTron-specific software pipeline, acquiring in Figure 2 

the scene (5) from a couple of cameras (4), and synthesizing with a strong computer (7) any HMD 

virtual viewpoint for the tele-operator’s head pose (3), so that he/she can remotely control (1) the 

robot arm (2) within the scene (5).  

 

 

Figure 1: HoviTron project timeline 
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1: Input device 

2: Robotic manipulator 

3: Creal HMD 

4: Camera arrays 

5: Scene 

6: Light 

7: Computer 

Figure 2: PoC-2 & 3 setup 

 

The cameras acquire either only the RGB colours, or both the RGB colours and the depth D, the latter 

actively (time-of-flight) or passively (depth estimation). After a lot of depth estimation acceleration 

challenges, cf. D2.1 and D2.2, the HoviTron consortium has decided to use Azure Kinect (active) and 

RayTrix (passive) RGBD cameras only. Both are by design real-time, but since RGB and D are not aligned 

with Azure (the respective sensors have a different position), additional post-processing actions are 

required, cf. D2.2, now baptised as KiRT (Kinect Refinement Tool); without this, we get the inferior 

results shown in Annex B of the early D1.1 deliverable. KiRT, as well as RayTrix, require strong GPU 

acceleration for reaching hard real-time performances (both cannot work simultaneously on a single 

PC, though), explaining that the computer (7) in Figure 2 is a multi-GPU PC, cf. D6.3.  

The current deliverable focuses on the performances on a single GPU. With a single GPU, the 

measured performances are already around the soft real-time requirements of the green vertical line 

in the project timeline of Figure 1, while the red vertical line corresponds to the original target of PoC-

2, i.e. D3.1 real-time view synthesis with offline (and far from real-time) depth estimation/processing, 

where dynamic objects can only be synthetic VR objects, virtually added to a real scene. The current 

deliverable D5.3 goes therefore beyond PoC-2, and rather corresponds to a PoC-2.5 description, that 

is a slow-motion version of PoC-3 that is targeted at the end of the HoviTron project. Consequently, 

the User Study 2 (US-2) that will be reported in D5.4 by mid-2022 with the current PoC-2.5 setup will 

also better reflect the user experience within the end-of-the-project HoviTron system. 

Together with the hardware setup shown in Figure 2, the PoC-2.5 hardware & software pipeline has 

thus become the baseline for the second user study US-2. While the first user study US-1 was 

performed with virtual content in a virtual scenario, US-2 will hence focus on real content only. The 

scene of PoC-2.5 was designed for the US-2 involving abstract insertion and contour following tasks 

that allow for a precise analysis of the HoviTron technologies by avoiding confounding variables as far 

as possible. 

The remainder of the report is structured as follows. In Section 1, the overall system architecture is 

described including the sensor setup and the video pipeline and rendering. Section 2 presents the 

robotic setup, followed by the description of the robotic scene in Section 3. The experimental results 

are summarized in Section 4. Besides the detailed system description presented in this report, a video 
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of the synthesized views the user observes for the developed test scenes will be submitted with this 

deliverable to substantiate the proof-of-concept. 

 

1 Overall system architecture 

This section describes the overall system architecture starting with its overview presented in Figure 3, 

where the scene (1) is captured by depth sensing devices (2) or depth estimation devices (4), possibly 

further pre-processed (3) to create RGBD images (a-b), i.e. color images (RGB) and their corresponding 

depth map (D) obtained from the exact same viewpoint. These RGBD images are read into the view 

synthesis module (6) that synthesizes any viewpoint to the scene for free viewpoint rendering (7), 

including monoscopic tablet touch-controlled rendering, stereoscopic VR rendering and/or Light Field 

rendering in Creal’s HMD. The rendering functionalities are all wrapped into a single OpenXR software 

module that calls Dynamic-Link Libraries (DLL) for the acquisition. This approach supports highly 

versatile and future-proof use cases. 

 

 

 

Figure 3: Overall system architecture 

 

In the following, first the two sensor setups based on four Azure and two Raytrix cameras respectively 
are described. Next, the sensor’s common RGBD interface to the video pipeline is presented in more 
detail, followed by the description of the rendering and visualisation software. 

 

1.1 Sensors 

As shown in Figure 2, photo lights (6) were installed to provide sufficient light intensity to the scene. 
The sensors are fixed on ball heads to allow a slightly converging camera setup. 

1.1.1 Setup A – Azure Kinect  

As presented in D2.2, the final setup uses four Azure Kinect DK depth cameras distributed as in Figure 

4. These depth cameras provide incomplete depth maps because of occlusions between the RGB and 
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D sensors of each device.  These occlusions can be filled by reprojecting depth maps from any other 

Azure device, followed by an additional processing, embedded in the Kinect Refinement Tool (KiRT), 

described in Section 3.2 of D2.2. With a single NVIDIA RTX3090 GPU, the acquisition of the four Depth 

maps, together with the KiRT processing, requires 100 ms processing time, i.e. 10 frames per second 

(10 fps) are achieved. 

 

 

 
Figure 4: Sensor array with Kinect Azures 

 

To obtain good-quality results, the Kinect Azure cameras need to be calibrated intrinsically and 

extrinsically.  

 

On-board Kinect Azure calibration: 

The factory camera parameters of the Kinect Azure are coarse, which results in RGB and D images 

misalignment and RGB image distortion. The accuracy of the RGB-D alignment is significantly improved 

after device re-calibrating, cf. Figure 5, with the red lines corresponding to depth borders and green 

lines with the RGB borders. The camera calibration procedure is conducted with the calibration and 

registration tool in [1]. 

 

 

 

Factory Depth2RGB 
 

Re-calibrated Depth2RGB  

 

Figure 5: RGB-D alignment comparison between default and re-calibrated camera parameters: Red 

lines show the Depth border of the objects; Green lines are object borders in the RGB image 

 

Device to Device calibration: 

Extrinsic parameters for the Kinect Azure array are conducted once onboard calibration is done. Each 

master-slave relative position is registered with undistorted RGB image pairs captured simultaneously. 
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1.1.2 Setup B – Raytrix  

Two Raytrix R-25 light field cameras are installed as shown in Figure 6. Thanks to their 24.5 Mpix 
sensor, they can provide inlined RGBD data with up to 6 Mpix image size. Downscaling of the RGBD 
images is possible in order to achieve the same image size as the RGBD data of the Azure cameras. As 
a benefit, the downscaling increases the frame rate of the raw data processing.  

 

 

 
Figure 6: Raytrix Setup 

 

For PoC-2.5, the cameras are equipped with a 25mm main lens which can provide an Angular Field of 
View (AFOV) of 33° x 29°. In order to achieve a higher 2-D and depth resolution, a 35mm main lens 
with an AFOV of 24° x 20° is also available. For use cases which require a larger AFOV, main lenses 
with 16, 12 or even 8 mm or are available on the market, but that would come for the price of a lower 
2-D and depth resolution, i.e. slightly less details would be visible, and will also affect the depth of 
field and the possible range of the depth measurements. Nevertheless, by changing the main lens of 
the Raytrix cameras, they can be tailored to specific tele-robotic application scenarios without having 
to change the sensor itself. 

 

The cameras are metrically calibrated using the Raytrix calibration software. For extrinsic calibration 
and the device-to-device calibration, the DLR calibration procedure as described in D1.2 is available. 
Alternatively, a separate module of the Raytrix calibration software might be used for extrinsic 
calibration, too. 

 

Processing of the raw data is performed with the Raytrix software on two NVIDIA RTX3090 GPUs, one 
for each camera. The processing converts the raw image into the required RGBD data and also applies 
the metric calibration from the Raytrix procedure to the data. Please note that, unlike the Azure RGBD 
data, the RGBD data from the light field cameras is inherently inlined and does not need to be further 
processed (cf. Section 4.1.2). This explains why the depth refinement (3) module (KiRT) in Figure 3 is 
only present for the Azure Kinect upper branch. 

 

 

1.2 Pipeline 

All image processing running on the computer (7) of Figure 2 is performed onto a single multi-GPU 
computer. This does not only include Depth refinement (3) and View synthesis (6) of Figure 3, but also 
the RayTrix processing when the switch mode (5) of Figure 3 is in the bottom position, in which case 
the depth refinement processing (3) is replaced by the RayTrix vendor specific software running on 
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the same GPU boards. Note that at the entry point of the View synthesis module (6), a specific RGBD 
data format is followed: the MPEG-I data format where the depth values are scaled as normalized 
disparity values within a depth range. Consequently, absolute depth values of the depth 
sensing/estimation devices (2) and (4) must be converted to this MPEG-I RGBD format, prior to passing 
through the streaming interface of the View synthesis module (6). 

The data capture and refinement modules are compiled down to Dynamic-Link Libraries (DLL) that 
export a set of entry points that form the Streaming API. The synthesis application then loads and links 
against one of the provided acquisition modules at runtime. This means that the module producing 
the input data to the synthesis can be changed freely from Azure to Raytrix or some (debugging) 
modules that would load data directly from disk. The application also connects to the OpenXR 
conformant runtime of CREAL’s headset to hand synthesized images to the headset driver. In this way, 
the synthesis module acts as a link between a data production service and the headset projection 
service. The synthesis module should run on the GPU physically connected to the headset, while the 
data producing module can occupy the other GPUs. CREAL’s runtime needs the synthesis module to 
send foveated stereo images together with their depths, so that it can extrapolate the micro-parallax 
needed to drive the headset’s light field display. 

To decouple the acquisition threads from the high framerate rendering threads, a triple-buffering 
approach is used, extending the double buffering principles exposed in Section 5 and Figure 5 of D6.2. 
In this way, the acquisition can be restricted to work for example at 30 fps, while the HMD rendering 
must sustain very high framerates up to 100-200 fps to avoid cybersickness. 

 

1.3 Renderer and Visualisation Software 

At the time of submitting the current report, the full pipeline was running on a single GPU at 10 fps 
for the Azure acquisition DLL, and more than 30 fps for the OpenXR rendering module, as requested 
for the PoC-2.5 milestone in Figure 1. No optimizations to reach higher performance figures are 
implemented so far, though the overall software architecture to make this possible is already in place. 
More details will be provided in the upcoming D4.2 deliverable. 

Because of accumulated delays incurred by the Covid-19 pandemic, the RayTrix acquisition DLL is not 
expected to be finalized before a couple of weeks. Since two GPUs are already required for the two 
RayTrix cameras to work hard real-time, additional effort is needed to implement multi-GPU 
processing, which know-how will also be beneficial for the Azure acquisition DLL to sustain hard real-
time constraints. Of course, since the multi-GPU PC set up in HoviTron only contains three GPUs, cf. 
D4.1, it will not be possible to run both the Azure and RayTrix acquisition DLLs simultaneously, 
explaining the switch operational mode (5) of Figure 3. As a matter of fact, the HoviTron consortium 
decided already in D6.6 that there would be no mix of cameras, which is perfectly in line with this 
switching mode setting. 

The HoviTron consortium has therefore decided to use the Azure acquisition & OpenXR rendering 
pipeline as the reference for the US-2 study to be delivered by mid-2022 (D5.4), while conducting 
further optimizations and Raytrix specific experiments afterwards, targeting scientific publications, 
e.g. comparisons between RayTrix and Azure performances.  In the meantime, API documentation of 
the full software pipeline will be prepared by the software development team for publication on the 
HoviTron gitlab. 

 

  



D5.3 – Proof of Concept 31/03/2022 
 

HoviTron  H2020-ICT-2019-3  GA-951989                     © HoviTron Consortium Page 8 

2 Robotic Setup 

The overall telerobotic setup for PoC-2.5, displayed in Figure 2, will be presented in more detail in the 
following sections.  

 

The robotic manipulator of HoviTron is a redundant 7 degree-of-freedom (DoF) light-weight robot arm 
with a maximum reach of 936 mm and 14kg maximum payload (DLR LWR III, 
https://www.dlr.de/rm/en/desktopdefault.aspx/tabid-12464/#gallery/29165), presented in Figure 7. 

In PoC-3, the robotic arm will be equipped with a parallel gripper (Schunk WSG 50, 
https://schunk.com/fileadmin/pim/docs/IM0004935.PDF). 

Thanks to its joint torque sensors, the LWR allows for impedance control and thus for a highly 
compliant behaviour in interaction with the robot’s environment. In addition, a 6-DoF force-torque 
sensor (FTS) is installed at the end-effector of the HoviTron manipulator. Displaying the wrench 
measured from this FTS (instead of the computed force calculated by the impedance controller) on 
the input device leads to high transparency in the control loop. The controller of the robotic 
manipulator runs on a rtLinux system at 1kHz and was implemented in Matlab/Simulink. 

 

The respective 6-DoF haptic interaction device lambda.7 from Force Dimension which was already 
applied in US-1 is depicted in Figure 8  (https://www.forcedimension.com/products/lambda). 
The lambda.7 provides a relatively large workspace with ∅ 240 x 170 mm in translations and 180° 
(yaw), 140° (pitch) and 290° (roll) in rotations respectively. The additional seventh DoF for grasping 
has a range of 15°. The controller runs at 4kHz. The device can display 20N in translations, 8N in the 
grasping DoF and 200, 400, 100 mNm in the rotations.  

 

The signal flow diagram of the tele-manipulation architecture is depicted in Figure 9. The robot side 
impedance controller Ctrl receives the velocity or position reference of the input device 𝑣𝐼delayed by 
the communication channel CC (in HoviTron, a potential delay is neglected initially). The force 𝐹𝐶, 
calculated by Ctrl from the position difference of the robot reference 𝑣𝑅 and  𝑣𝐼, is commanded to 
the robot to penalize a position deviation. The impedance controller has a spring-damper 
characteristic. The interaction force between robot and environment  𝐹𝐸, measured by the FTS at the 
end-effector of the manipulator, is sent through the CC and displayed on the input device to the 
human operator. 

  

Figure 7: Robotic manipulator Figure 8: Input device 
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𝐻𝐼 

𝐻𝑅 

https://www.dlr.de/rm/en/desktopdefault.aspx/tabid-12464/#gallery/29165
https://schunk.com/fileadmin/pim/docs/IM0004935.PDF
https://www.forcedimension.com/products/lambda
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Figure 9: Signal flow diagram of a measured force feedback architecture 

 

In order to extend the workspace of the input device, the translations were scaled by a factor of 2. For 
US-2, a suitable combination of scaling and initial poses of robot and input device needs to be found 
which leads to a convenient manipulation on one hand and comparable results on the other hand. If 
the workspace of the lambda.7 is too small for a task, indexing has to be applied which potentially 
disturbs the results. Indexing refers to an iterative decoupling from the robot with subsequent 
repositioning of the haptic interface which helps to increase the workspace of the haptic device. The 
operator uses a pedal to couple the haptic device with the robot. As long as the pedal is not pressed, 
indexing is enabled. 

 

3 The scene 

A set of robotic tasks that are expected to benefit from the HoviTron technologies were analysed 
already in deliverable D6.2 on system specifications. Since the PoC-2 was originally planned to be 
based on a Unity point-cloud visualisation of the static scene with augmented robot view, the scene 
of PoC-2 was designed as a static environment with abstract tasks which are favoured for US-2 for the 
sake of precise repeatability as described before. This setting is still valid for the PoC-2.5 described in 
the current report. 

The task scene depicted in Figure 10 was modelled in the CAD Software Creo Parametric from PTC 
(compare with the CAD model of Figure 11) and 3D printed, allowing for flexible iterative 
improvements. Note that a self-adhesive foil (cf. Figure 12) is applied on the scene to improve the 
quality of the depth information, since the 3D-printed objects have shown to be highly reflective. 

 

  

Figure 10: Assembly of 3D printed scene Figure 11: CAD model of the scene 
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Figure 12: Scene with self-adhesive foil 

 

In the next step, the scene was positioned in the workspace of the robot to check the reachability of 
the whole interaction area. In order to achieve sufficient manipulability in the more distant insertion 
areas, the scene was adapted as depicted in the photo of Figure 13 and as a CAD model of Figure 14.  

 

 

1: Contour following tasks 

2: Insertion tasks with different 

shapes and clearances 

3: Insertion from different 

angles 

4: End-effector 

Figure 13: Final scene with robot end-effector 

 

 

Figure 14: CAD model of the final scene 
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The scene enables the analysis of classical tele-manipulation tasks as contour following ((1) in Figure 
13) with minimal or constant forces and insertion tasks. The insertion holes have circular or 
rectangular shapes and different clearances (2). Furthermore, the base plates (3) were tilted around 
different axes to allow for an analysis of occlusion effects in US-2.   

Also, the end-effector (4) was 3D-printed and can be easily exchanged, e.g. to vary shapes and 
clearances. 

 

4 Results 

 

4.1 Sensor Quality 

We here briefly compare and discuss the two different sensor modalities in terms of image quality and 
depth map resolution/quality. 

4.1.1 Setup A - Azures 

The setup with Kinect Azure depth cameras is intended to provide the system a wide FOV of the scene, 
accepting that the view synthesis might not reach the highest possible quality. Each depth camera has 
an AFOV of 90ºx59º and is able to produce an RGBD (not kiRT-refined) streaming with 1920x1080 
pixels with a frame rate of 30 fps and <17 mm of standard deviation error in depth measurements. 
Switching on KiRT provides higher quality results, albeit reducing the frame rate to 10 fps when using 
a single GPU.  

An example of the quality generated is presented in Figure 15 (borrowed from D2.2, Figure 10). One 
observes that the quality of the depth map directly coming from the sensor has many black holes, 
meaning a lack of information or occlusions, especially around borders. Although this is improved with 
KiRT (close to the DERS results that are far from real-time), not all the borders are perfect and some 
artifacts appear, leading to a non-perfect view synthesis (especially the background bear). This is an 
important observation, since US-2 will have to determine the impact of non-perfect depth maps, 
compared to US-1 that used synthetic content with perfect depth maps. 

Figure 16 shows the unfiltered depth maps captured through the Azure devices, while Figure 17-right 
shows the improvement obtained through post-refinement, cf. module (3) in Figure 3. Note how the 
black-coloured occlusions of Figure 16 and Figure 17-left completely disappear after refinement for 
the scene under test in Figure 17-right, improving the view synthesis, as exemplified in Figure 15 
(previous tests from D2.2), Figure 18 and Figure 27 (PoC-2.5 scene under test). Slight artefacts due to 
imperfect depth maps are visible (and expected; perhaps exacerbated by imperfect calibration) – their 
impact on the robotic teleworking experience is exactly what US-2 is meant to assess – but the 
positioning of the Azure Kinect on their ball head support has still to be optimized, prior to conducting 
US-2. This will be further documented in the upcoming deliverable D4.2, to be released by mid-2022. 
For now, we show that the full Azure-acquisition to Creal-HMD-rendering pipeline works correctly in 
this PoC-2.5 setup. 
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Figure 15: Comparison of depth and view synthesis quality for different algorithms 

 

  

Figure 16: Pre-refinement Azure views and the textured view from the upper left camera 

 

  

Figure 17: Pre- and Post-refinement Azure views 
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The view synthesis results of Figure 18 showing a quite extrapolated view (outside the Kinect devices 
convex hull) from the PoC-2.5 software pipeline using four Azure Kinect input devices, the KiRT DLL, 
as well as the view synthesis OpenXR module, have another look and feel than the point cloud output 
provided by the RayTrix software tools, as will be shown through the figures of next section 4.1.2. 
Notice the slight blurring effect in Figure 18, probably because of an imperfect extrinsic calibration of 
the Azure devices, performed remotely through Teamviewer. Such details - including well setting up 
the Azure Kinect cameras to fully cover the volume of interest - will be resolved before launching the 
user studies US-2 of D5.4, if needed sending over the required experts to DLR’s premises in due time.
  

Figure 18: Screenshot of the pipeline output (extrapolated view) 

 

 

4.1.2 Setup B – Raytrix 

For the examples in this section, the Raytrix cameras were equipped with the aforementioned 25mm 
main lens. The cameras were focused and calibrated to measure depth up to approximately 1m 
distance to the main lens front face. The speed of the light field camera image processing mainly 
depends on the required size of the depth map and the parametrization of the algorithms. The latter 
can be set to achieve either higher depth map quality or high frame rates or a balanced setting. During 
the recording, an RGB image size of 2664x2304 pix and a depth map size of 1776 x 1536 pix was used. 
The processing parameters were set to provide a balance between depth map quality and processing 
speed. The processing, as well as the GUI rendering (for image acquisition) and the recording of a 
screencast for a single camera, was done on a single GPU. With these settings, a constant frame rate 
of approximately 15 fps was achieved. Hence, using two cameras and a dedicated GPU for each of 
them will result at least in the same frame rate. Regarding the computational load caused by the GUI 
and the screencast, a slightly higher framerate might even be possible when working with the planned 
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command line acquisition tool. If an acquisition framerate of 30 fps per camera is required, the 
processing parameters can be set accordingly. 

All examples shown in Figure 19 to Figure 21 were recorded with the Raytrix vendor software using a 
single camera; no fusion of data from two Raytrix cameras was performed at this point. The RGB 
images are of high quality and resemble the scene well. Additionally, the complete work range is in 
focus, due to the Extended Depth of Field (EDOF) of the Raytrix cameras. The same is true for the 
depth maps, which work well at the well textured areas of the scene, and which provide well visible 
edges. Thanks to the inherently inlined RGB and depth data, artefacts from a mismatch between these 
two data types are not visible in the data.  

The visible artefacts in the depth maps are on the one hand due to the lack of enough texture or in 
other words intensity differences. Hence, at these spots no depth estimation is possible as no 
corresponding images points could be found in adjacent micro lens images. On the other hand, there 
is a small amount of depth noise visible, i.e. spikes in the depth direction. Depth noise is due to sensor 
noise, a physical effect common to all sensors, that affects the depth estimation to a certain extend.  

Figure 19 and Figure 20 provide examples of a point cloud textured with the EDOF-RGB image on the 
left and of the depth map on the right, respectively. The depth map is colour coded from red to blue, 
where blue indicates the farthest distance of the work range. The left part of the two figures provides 
different perspectives on the recorded scene, which shall show the impression an operator would get 
when he or she rotates the virtual camera view on the resulting point cloud. As can be noted, the 
depth maps in these two figures look differently. The reason is the use of different filling options, i.e. 
in the depth map of Figure 19, the estimated depths are only slightly enlarged with a growing operator, 
whereas in Figure 20 a complete fill of the depth map was applied, by using interpolated values for 
areas with no depth estimation. The interpolation artefacts are visible as line patterns in the depth 
map. In combination with a texture, however, they can provide a more intuitive perception of the 
scene for a human operator, as by this also the not well textured metal parts of the robots are correctly 
shown in the point cloud view (cf. Figure 20, left). 

 

 

 

Figure 19: EDOF RGB image and depth map 
during an insertion task as seen from the front 

Figure 20: EDOF RBG image and depth map with 
complete depth value filling applied when looking 

from below 

 

More examples for the value of a different view on a scene are provided in Figure 21. The images show 
the correct rendering of the proportions of the scene, of the edges and shapes of the holes and the 
correctly resembled tilt of the surfaces. These images also show the normal appearance of 2.5-D data, 
i.e. the connecting lines between the end effector in the foreground and the background at object 
borders. These are areas where image points used for the depth estimation overlap. This is common 
to this kind of data source. Finally, Figure 21 shows the different impressions of the scene, with and 
without complete filling of the depth maps, i.e. subfigure (a) and (b) versus (c) and (d), respectively. 
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(a) (b) 

  

(c) (d) 

Figure 21: Different perspectives on the textured Raytrix point cloud 

 

Figure 22 and Figure 23 show the large possible range for depth measurements (left part). The blue 
plane represents the furthest distance to the camera where depth can still be measured, whereas the 
red plane indicates the boundary for the closest possible distance for depth measurements. The 
telerobotic test scene covers approximately 50% of the depth range. In order to demonstrate close 
depth measurements, the robotic tool was moved close to the red plane, as shown in Figure 23. 

 

 

  

Figure 22: Possible range for depth 
measurements 

Figure 23: Close range end effector position 

 

 

4.2 Telerobotic Manipulation 

Figure 24 to Figure 26 present picture sequences of the abstract tele-operation tasks that are foreseen 
for US-2. In order to show the optimal performance of the setup independent of the pipeline quality, 
the operator has direct view onto the scene in the first step. The operator is positioned such that 
workspace of the lambda.7 can be observed.  
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Figure 24 depicts an insertion procedure into one of the top circular holes of the scene. After an 
approach phase, the operator goes into contact with the surface while the haptic interface provides 
force feedback information on the contact. With the help of this force, the operator is able to slide 
along the surface until the hole is perceived. Through rotational motions, the end-effector is 
positioned normal to the surface. During the insertion, the operator feels forces, as well as torques, 
on the haptic input device in case the cylindrical end-effector touches the wall of the hole. After a 
complete insertion could be detected visually and via force feedback by the operator, the end-effector 
is moved out of the hole.  

Figure 25 depicts a comparable procedure for an insertion at a different angle. Hereby, the difficulty 
of insertion depends on the operator’s perception of the interaction frame. In this setup, the 
interaction frames are arranged according to the coordinate systems HR and HI depicted in Figure 7 
and Figure 8. If the motion direction required for insertion is not parallel to one of the axes of the 
robot interaction frame HR, the insertion becomes much more difficult. 

Following trajectories with or without contact is another typical telemanipulation scenario which 
allows a precise evaluation of the quality of the haptic, as well as the visual channel. Figure 26 presents 
the robot following a linear contour without contact analogous to a ‘hot wire’ game. The complexity 
of this task also depends largely on the viewing perspective and the choice of interaction frames. 

Finally, Figure 27 shows various viewpoints the teleoperator might have to inspect for the procedures 
of Figure 24 to Figure 26; they are all synthesized with the proposed PoC-2.5 software pipeline. 

 

 

 

Figure 24: Picture sequence of an insertion procedure 
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Figure 25: Picture sequence of an insertion procedure from different angle 

 

 

 

Figure 26: Picture sequence of a contour following procedure 
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Figure 27: Various synthesized viewpoints required during the telerobotic operation  

 

Outlook 

As described above, the PoC-2 setup (and as a matter of fact, the PoC-2.5 version available at the time 
of writing) and the task scene provide the baseline for the second user study US-2. For now, it is 
planned that US-2 compares different conditions regarding availability of depth cues as for US-1. 
Besides that, the benefits of view synthesis allowing for translational and rotational adaptation of 
perspectives is planned to be compared to static stereo views from two perspectives. These static 
camera views would be generated from the light-field data to achieve best comparability, while using 
extra stereo camera pairs instead would lead to differences with regards to field-of-view, distortion, 
and processing delay in the compared conditions (which would distort the statistical results). 

Besides the hardware robotic setup, the modular acquisition DLLs and OpenXR rendering software 
approach provides a lot of flexibility in configuring the various image processing tasks over the 
available GPUs of the multi-GPU PC. The currently tested version of PoC-2.5 uses only one GPU; 
additional developments and testing procedures are considered to reach a fully reconfigurable multi-
GPU processing pipeline, with benchmarking results to be provided in D4.2, by mid-2022.  
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